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More GPUs
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Existing Solutions

Improves some but not all from parameter |, memory |, compute |, and throughput 7

GalLore (ICML 2024) ReLoRA (ICLR2024) SLTrain (NeurlPS 2024)

CoLA (Ours) reduces parameter, compute, memory, and increases throughput
at both training and inference stage
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Observations

e Activation function placed at the largest dimension

S;pectrum of Activation Effective Rank of Activation
x10

Il Full Activation
Il Cffective Activation

Blocks 3000
—— Block 1
Block 2
Block 3
Block 4
Block 5
Block 6
Block 7
Block 8
Block 9
Block 10
Block 11 500 1

e Low effective rank for activations 0.0 = — Block 12 o
0 250 500 750 1000 012345678 91011
Singular Value Index Block Index

w
o

N
wu
|
[\
ul
o
o

™
o

2000 -

1500 -

Singular Value
= =
o u

1000 -

Wup —> o _//’/ down

Num of Activation

e
n

e Can we find a principled approach to
eliminate the redundancy in activation? BN




Proposing ColLA

e Low-rank activations via auto-encoders
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ColLA-M: Pushing Memory Efficiency

What constitutes memory usage in LLM pre-training?

e Activation memory can be substantial 150 ~—— 94GB H100
o Especially when larger batch sizes are - = 40GB A100
used for faster training
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e Gradient checkpointing (GCP) is often 3 Optimizer
used in practice S B Grad
o Introduces significant re-computation 2 B Weight
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ColLA-M: Pushing Memory Efficiency

CoLA-M only checkpoints at low-rank dimensions ‘ 5 CoLA-M
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ColLA-M: Pushing Memory Efficiency

CoLA-M only checkpoints at low-rank dimensions — IER”'
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Experimental Resulis

e Pre-training within compute-optimal budget
o From LLaMA 60M to 1B, CoLA performs on par with full-rank models
while being the smallest

| 60M | 130M 350M | 1B
r/d 128 /512 256 /768 256 /1024 512/2048
Tokens 1.1B 2.2B 6.4B 13.1B

| PPL  Param (M) Mem(GB) | PPL Param (M) Mem(GB) | PPL  Param(M) Mem(GB) | PPL  Param (M) Mem (GB)
Full-rank | 34.06 58 0.43 24.36 134 1.00 18.80 368 274 15.56 1339 9.98
ReLoRA | 37.04 58 0.37 29.37 134 0.86 29.08 368 1.94 18.33 1339 6.79
GalLore 34.88 58 0.36 25.36 134 0.79 18.95 368 1.90 15.64 1339 6.60
SLTrain | 34.15 44 0.32 26.04 97 0.72 19.42 194 1.45 16.14 646 4.81
CoLA | 34.04 43 0.32 | 2448 94 070 | 19.40 185 1.38 || 15.52 609 4.54

Lowest PPL
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Experimental Resulis

e Pre-training within compute-optimal budget
o ForLLaMA 7B, CoLA(—M) with BF 16 optimizer consumes only ~1/3
memory compared to full-rank/GalLore with 8-bit optimizer
o CoLA also significantly outperforms baselines in terms of perplexity

Mem (GB) | 10k | 40k | 80k | 120k | 150k
8-bit Adam | 7259 | N/A | 18.09 | 1547 | 14.83 |[14.61
8-bit GaLore | 6516 | 26.87 | 17.94 | 1539 | 14.95 | 14.65

SLTrain 60.91 | 27.59 N/A
CoLA-M 2682 | 2276 | 16.21 | 13.82 | 13.09 |[12.73 ]

~1/3 memory

Lower perplexity




Experimental Resulis

e Pre-training beyond compute-optimal budget
o LLaMA-350M with 51B tokens: CoLA outperforms full-rank LLaMA by
13.96|vs 14 .47
o BERT-350M with 85B tokens: fine-tuned CoLA outperforms full-rank
BERT on GLUE by average score| 83.5|vs 82.7

Pre-Training Loss | QQP | SST-2 | MRPC | COLA | QNLI | MNLI | RTE | STS-B | GLUE Avg
g

BERTLage | 1.263 | 911 | 921 | 907 | 531 | 916 | 843 | 699 | 89 | 827

CoLA | 1.257 | 912 | 923 | 90.6 | 541 | 917 | 843 | 742 | 89.7 |




Experimental Resulis
o Off-the-shelf system performance

Throughput Comparison Across Methods
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Limitations and Future Ideas

e CoLA with SOTA distributed training frameworks: Further scaling up CoLA
requires proper model parallelism and is non-trivial for deploying CoLA on to
training frameworks such as Megatron-LM and Deepspeed.

e CoLA under industrial setting: Due to limited resources, we can only evaluate
industrial setting for BERT level models. For over billion scale decoder-only auto-
regressive models trained with trillions of tokens, CoLA’s effectiveness still needs

validations.
o We are open to collaboration with industry for validating large scale ColLA training

e CoLA with further improvements: There are various modifications and improvements
can be made to further improve CoLA’s efficacy and efficiency. Follow up works such as
LaX (NeurlPS 2025)[1], LOST[2], CR-Net[3] have demonstrated this.

[1] Zhang, Ruijie, et al. "LaX: Boosting Low-Rank Training of Foundation Models via Latent Crossing." arXiv preprint arXiv:2505.21732 (2025). [
[2] Li, Jiaxi, et al. "Lost: Low-rank and sparse pre-training for large language models." arXiv preprint arXiv:2508.0266 8 (2025). S/
[3] Kong, Boao, et al. "CR-Net: Scaling Parameter-Efficient Training with Cross-Layer Low-Rank Structure." arXiv preprint arXiv:2509. 18993 (2025). | - 4;-"
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