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Problem: Low-rank bottleneck 
LLMs save FLOPs and memory 
while preserving model quality, 
but vanilla tensor parallelism 
loses those performance gains 
at scale.

Key idea: BOOST restores 
scaling efficiency by 
communicating at narrow 
bottlenecks and sharding along 
hardware-friendly dimensions.

Improvement: End-to-end 
speedup: 1.46-1.91x over full-
rank TP and 1.87-2.27x over 
vanilla low-rank TP.
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#3: Comm-free Low-rank 
Activation Checkpointing

• Lower kernel launch overhead
• Higher arithmetic intensity & 

Comm bandwidth

Tradeoff: Extra computation 
& Less communication call

End-to-end speedup across model scale and low-rank variants

Comp Efficiency: Higher HFU & Lower GEMM Time

Vanilla TP loses performance 
gain at multi-GPU scale

Latency bound comm kernel call

#2: Linear Layer Grouping
Comm-free LR Activation Checkpointing

Comm Efficiency: Less Comm Volume & Time

Online RMSNorm Efficiency Layer Grouping Speedup


